Fachseminar Verteilte Systeme
“Mobile Sensing”, FS 2009

Towards Visual Sensor Networks
Related Research on Micro Air Vehicles

Lorenz Meier
Departement für Informatik, ETH Zurich
lm@student.ethz.ch

Abstract
The increased performance of small scale computing platforms enables the use of a growing number of computer vision algorithms previously limited to desktop computers. This makes visual sensor
networks feasible in the close future and could lead to a convergence between distributed sensing and
computer vision research fields. This paper provides an introduction to efficient computer vision approaches suitable for small scale platforms using the example of Micro Air Vehicles (MAV). The PIXHAWK MAV computer vision project is described in detail to show the technical implications as well as
the resulting research challenges.
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Introduction

Distributed sensor networks today already contain a broad range of sensors. They can measure very different
properties of the environment, such as temperature, noise, acceleration, angular velocity or position. While
many of these sensors closely resemble human senses, the main human sense, the visual perception, is only
used in few cases [7]. In this context, a very relevant research topic on distributed sensor networks is the
compression / bandwidth reduction of sensor data. While this is already necessary for 2D acoustic data
[15], vision sensors produce several orders of magnitudes larger datasets, especially when color cameras are
used. Image data can be only transmitted uncompressed in few cases, where a strong communication link
is available. But even with very efficient MPEG4/AVC compression in place, the data stream is still too
large for a sensor network. As MPEG compression leads to artifacts in the image data after decompression,
it is completely undesirable. This creates the need to extract high-level information already at the time of
aquiring the image. This has been however historically very limited - either the vision system was very
bounded in performance through the use of very efficient hardware as in [8], or it lead to desktop-sized
systems, which are not suitable any more as sensors nodes due to their size and power consumption. A
different, but very related field suffered from the same problems: Cell phones. The rising percentage of
multimedia content on cell phones and their expanding video functionalities require fast image processing
speeds and energy efficiency. The users expect long battery life also when using the video functionalities
of their cell phone, which led to significant progress of cell phone system-on-chips (SoC) regarding energy
efficient video processing. These SoCs include a central processing unit (CPU), a digital signal processor
(DSP) and a graphics processing unit (GPU). This architecture creates the convergence between powerefficient operation and advanced computer vision algorithms, as the work of Wagner et al. shows [16].
In this work an image is initially captured and then the camera movement relative to the original pose is
calculated by tracking a cloud of 2D points. The feature tracking demonstrated in this work can be used as
foundation for 3D approaches and thus shows that 3D computer vision algorithms can be executed on current
embedded hardware. While single board computers (SBC) have reached a size comparable to sensor nodes
like the BTNode [2], the power consumption is still several orders of magnitude too large. The Gumstix
Overo Fire [9] has for example a size of only 58 x 17.7 x 4.4 mm but needs 2W for the processor and 0.9
W for the Wifi link. The power management features present in these chipsets will likely be able to reduce
the power consumption significantly. However it is difficult to assess how large the power savings could
be without conducting a series of tests on different use cases. The requirements of small size, low power
operation and high performance are not only shared by distributed visual sensor networks and cell phones,
but also by computer vision enabled Micro Air Vehicles (MAV). Recent advances in chip technology made
these fields converge and will allow energy efficient visual sensor networks with high short-time processing
power in the close future. MAVs show many similarities with standard sensor networks and could be seen
as flying sensor nodes. These vehicles have typically a wingspan of 15 to 30 centimeters and operate near
ground level and indoors. Therefore both navigation without GPS and obstacle avoidance are required base
technologies. These tasks were solved in similar scenarios on large robots with large rigs of laser scanners
and cameras, like in the DARPA Urban Challenge 2007 [3]. However multiple sensors or even active sensors
are not desirable in the MAV setting, as they add significant weight and can consume a lot of power.
The computer vision on MAV research fields are introduced in the next section. The research challenges are
identified in section three, while possible applications are presented in section four. Finally the PIXHAWK
Micro Air Vehicle computer vision project is described in detail to show the scientific and engineering
challenges.
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Previous Work

The Micro Air Vehicle research field was initiated in 1996 by the DARPA Micro Air Vehicles program. In
1996 the goal was to build autonomous flying systems with about 30 cm wingspan. Research was, given
the limited processing power of available electronics in 1996, mostly focused on the mechanical design and
control of the miniature aircrafts. MAV competitions have been a major part in this research field since the
beginnings in 1997 with the first competition in Notre Dame, Indiana [1]. Today toys are commercially
available which already include some basic automatic stabilization for remote controlled operation and cost
only about $200 [17]. Mak. et al. demonstrated already in 2007 that current coaxial toy helicopters form
a solid base to build a micro air vehicle upon. Although usually the complete drive system (motors, motor
controllers), main electronics board and the communication has to be replaced, these systems offer the
mechanical framework and save considerable development time with respect to mechanical construction.
The research focus is therefore slightly shifting towards higher level tasks like autonomy, visual navigation,
obstacle avoidance or simultaneous localization and mapping.

3

Research Challenges

Computer Vision on Micro Air Vehicles is challenging in both the theoretical as well as in the implementation dimension. As the hardware is just fast enough to run 3D computer vision algorithms, the algorithm
design itself has already to take this into account and to find the right tradeoff between accuracy, robustness
and speed. Even the data cleaning steps can quickly become computationally expensive. The data aquired
from image sensors is typically very noisy in real-world settings. However the computer vision pipeline has
to provide reliable results at all times, which is non-trivial with the noise present in the data. Any failure,
even for only a few frames, would have a dramatic effect on the vehicle. One example of techniques to
prevent such failures by outlier removal is the RANSAC algorithm [6]. However RANSAC is, as many
other techniques, computationally expensive. In this approach different samples are drawn from the data at
hand and expanded by additional data points until a threshold is reached. This is repeated many times and
each time the data set is stored. The set with the highest concensus is then used, automatically dropping the
outliers from the data set. However drawing a number of samples can be quite time consuming.

3.1

Heterogeneous Computing

As image processing can in many cases be vectorized, it makes sense to exploit this with an adaption of the
processing platform. Digital Signal Processors (DSP) have been created for vectorized data, which allows
to compute image processing algorithms at much higher speeds than on sequential Central Processing Units
(CPU). However control code does not fit so well in this pipelined architecture, which is why a CPU is still
necessary in the system design. This leads to a heterogeneous computing environment, where a CPU and a
DSP core share physical memory. This leads to a number of new theoretical and implementation problems.
The program flow has to be carefully designed to optimally support the interaction. The cores are connected
via shared memory, as shown in figure 1. If designed carefully, the DSP can compute expensive algorithms
in parallel to the CPU. The results of DSP and CPU are combined at the end of each algorithm step. As
most software only has a few number of so-called hot-spots, optimizing these small parts of the code with
the DSP has a dramatic effect on speed. Thus porting a whole software to the DSP is not anymore necessary
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Figure 1: Processors block diagram

as with typical DSP applications. This design pattern is very well known from the CPU - GPU interaction.
Today’s GPUs are, like DSPs, general purpose processors with several parallel cores (e.g. six cores on the
TMS320 DSP, while GPUs typically have much more cores). These independent pipelines allow to run
highly parallel algorithms.

3.2

Localization

When data is collected in a sensor network or on a Micro Air Vehicle, the position is always of high importance. Estimating the current position based on the data at hand is therefore necessary. In order to stabilize
the flight path or in a hovering position, the MAV has to be able to estimate it’s egomotion. A basic, however somehow artificial approach is to add markers to the environment which allow the MAV to locally
estimate the position. This is possible by calculating the transformation of the marker under the current
viewpoint and thereby estimating the offset and orientation to the marker position. These calculations are
relatively inexpensive even on an embedded platform. This however has the significant drawback of an artificial environment. A better approach would be to rely on natural features obtained from the environment
texture. The Monoslam approach of Davison et al. proved already in 2003 with Davison’s seminal paper
that simultaneous localization and mapping (SLAM) based on a single camera is possible in real-time [4].
Current embedded computers roughly compare to commodity notebook hardware Davison used in 2003. An
intermediate step between artificial features and texture features is to rely on the assumption of orthogonal
edges in the world and to search for those edges in the image. Very related to that, but not with onboard
processing, is the work of Kemp and Drummond, which visually stabilized a quadrotor by tracking edges in
an indoor environment [10].

3.3

Mapping

Once the position of a MAV has been determined, the environment can be mapped. This can be achieved by
a single camera with multi-view stereo: Instead of having two cameras, an image at time t and an image at
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time t + 1 serve as stereo pair. The baseline of this kind of stereo camera is then the distance the MAV has
travelled between the two time instances. Correlating these stereo pairs is however not too straightforward.
A robust approach to calculate sparse stereo from such image pairs is to use the scale invariant feature
transform (SIFT) descriptor by D. Lowe [11]. This descriptor allows to independently detect and match
feature pairs and thus fill an occupancy grid to build a map. The calculation of this descriptor is quite
expensive. However it can be significantly accellerated by a DSP, as it’s structure is very well suited for this
kind of processor. Another alternative would be classic dense stereo with two cameras.
Due to the challenging nature of this task and the relatively new research field, no mapping approaches have
been published yet.

3.4

Object Recognition

In order to not only navigate, but also to sense it’s environment, MAVs can be enabled to detect previously
known objects. The SIFT descriptor is commonly used for this application. However other techniques exist,
e.g. FERNS by Ozuysal et al. [12]. This approach combines a relatively simple feature (patch of pixels, e.g.
11x11 pixels) descriptor with a powerful recognition technique based on a randomized tree like approach.
FERNS could be fast enough to be run on an embedded platform without the need to be accelerated by the
DSP.

3.5

Communication and Distributed Sensing

As MAVs are rather small and relatively cheap with respect to other robots, they could easily be used in
small swarms. This would allow to use them basically as distributed visual sensor network, where the
swarm exchanges high-level information, e.g. to explore the environment. This requires a scalable but well
defined communication protocol, which is provided by the SAE AS-4 protocol [14].

4

Applications

Although Micro Air Vehicles have not yet been of big importance in commercial applications, there are a
number of fields where their use could be very beneficial. The two most important ones for semi-autonomous
or autonomous operation near the ground level or in buildings are Search and Rescue (SAR) and inspection.
Both use the same important property of MAVs: They can enter very narrow spaces not accessible to humans. And due to their six degrees of freedom (in the case of rotary wing MAV like a coaxial helicopter:
three rotation angles and three translation vectors), they can operate in vertical structures like elevator shafts
or ventilation systems. MAVs offer significant advantages over wheeled or legged robots in disaster recovery scenarios: They can enter very narrow openings in collapsed buildings, move with full six degrees of
freedom and most importantly: As they don’t touch their surrounding, there is no risk of further collapse
because of their use. A small 30 cm MAV can lift around 100 g payload, which would even allow to supply
the most basic things like water to trapped persons. Many building structures need inspection from time to
time, reaching from service shafts inside bridges to office tower ventilation systems. In many cases vertical
structures have to be traversed, which can be easily done by a micro air vehicle.
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PIXHAWK Project

Figure 2: PIXHAWK helicopter prototype
The PIXHAWK project [13] has been initiated early 2008 by Lorenz Meier as excellence scholarship project
and was officially established in March 2009, when students first began to work on the project. It is driven
by students of ETH Zurich from the computer science (D-INFK), the electrical engineering (D-ITET) and
the mechanical engineering (D-MAVT) departments. Most of the work is done in the form of bachelor-,
master-, or semester theses. The final goal is to develop a computer-vision enabled coaxial helicopter which
offers as much autonomy as possible. This is a holistic approach, including software, hardware, toolchains
and documentation. Funding, lab space and most scientific support is provided by the Computer Vision and
Geometry Lab at D-INFK of ETH Zurich. As this is an educational project, the documentation is not only a
technical reference manual, but also includes tutorials on each step to rebuild the toolchain and system.
Computer Vision
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Figure 3: Block diagram of the PIXHAWK electronics
The complexity is, although it is a very small scale system, comparable to larger robotics platforms, as a
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whole sensor suite has to be fused and processed. In contrast to rolling robots, any system glitch or failure
can have dramatic effects and a simple STOP button would only worse the situation, so safety and fault
tolerance are important aspects.
To encourage other students as well as researchers to work in this field, we provide the system as Open
Source. Open Source means in this context that the full system is available, including hardware plans, CAD
and EDA files. Along with the extensive documentation, this allows to reuse parts of the system or even
the system as a whole. Consistent with this strategy, many parts of the system are already part of the open
source domain, either contributed by the PIXHAWK team, or as previous work from other projects.

5.1

System Overview

The current prototype (figure ) has a rotor-diameter of 34 cm, weights around 400 g and can hover for around
15-18 minutes. As shown in figure 3, the system is divided physically and logically in different building
blocks. The main control software and a portion of the computer vision algorithms runs on the top single
board computer, while the second single board computer can be used completely for image processing.
These two Gumstix Overo SBCs have each the option to accomodate a camera module, which is currently
developed as custom hardware for this project. The second camera is however optional. The next building
block on the lower part of the diagram consists of the whole electronic system, which includes sensors,
communication and actuator control. The actuators are standard R/C servos and motor controllers, which
allows a relatively cost-efficient system design.

5.2

Software Architecture
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Figure 4: Software architecture

As the system includes more than 11 sensors, a machine vision camera and two redundant communication
links, the software framework is complex already by the basic requirements. It also has to account for the
correct synchronization of the different sensors and all communication, as depicted in figure 4. Communication includes inter process communication (IPC) as well as the communication with the ground station
and other MAVs through the two redundant communication links. The system can either communicate via
a medium-range (1-2 km) 802.15.4 ZigBee 2.4 GHz radio modem at 57600 baud (approx. 5.625 kiB/s net
data rate) or via a short-range (30-100m) 802.11b/g Wifi 2.4 GHz link at 54 Mbit/s (approx. 2.5-4 MiB/s
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net data rate). The communication middleware is divided into the SAE AS-4 communication for external
interfaces and an IPC server-client model based on the Enea LINX IPC library [5]. The PIXHAWK CORE
named middleware routes communication messages and ensures that all sensor data and camera images are
properly synchronized. A precise synchronization is necessary as vision and inertial measurement data is
fused into a consistent system state.
5.2.1

Computer Vision Approach

The two onboard Gumstix Overos run computer vision software carefully designed for this project. One part
of the pipeline is responsible for visual odometry by providing the travelled distance and current position
estimate. Important to note is that this does not provide a globally consistent position and is therefore only
suitable for short-time navigation. This is achieved by tracking natural features with the SIFT approach and
fusing this information with inertial measurements. Another important part is the object recognition, where
a previously known object (e.g. from a photograph of the object) is found in the environment. This is solved
by an adaption of the FERNS algorithm, which allows to run the object detection on the same features as
used for visual navigation.

5.3

Hardware

Figure 5: Top left: camera, bottom: inertial measurement unit, right: Gumstix Overo

The system hardware consists of several commercial-off-the-shelf (COTS) modules as well a a central electronics board specially designed in this project, as shown in figure 5. The COTS modules include the two
Gumstix Overo Fire single board computers, a GPS receiver and a Digi ZNet ZigBee radio modem. The custom main board not only connects these external modules, but also includes several crucial sensors. These
sensors allow to measure the linear acceleration, angular velocity, the earth magnetic field, barometric pressure and the ground distance. This data is then used in the vision pipeline to enhance the robustness. The
Gumstix Overo fire is the main module of the system. It includes CPU (600 Mhz), DSP and GPU as well
as 802.11b/g Wifi and Bluetooth. This all fits into a tiny 17 x 58 x 4.2 mm package with only 8g weight.
9

Component

Table 1: Power consumption of different vision architectures
Pixhawk
Alternative
Standard

Main Processor
Wifi Link (802.11b/g)
Camera (752 x 480)
Sum

TI OMAP3530
Wi2wi W2CBW003
Aptina MT9V032

2W
0.9 W
0.32W

Intel ATOM
Standard
PtGrey Firefly

3.22 W

7.5 W
1W
1.5 W
10.0 W

Intel Core 2
Standard
Web Cam

65 W
1W
1.5 W
67.5 W

The platform is very power efficient when compared to commodity hardware or even different single board
computers. It can of course not reach the full performance of a desktop computer (as of mid-2009), however the used processor in combination with its on-chip DSP is already faster in image processing as other
available platforms, such as the Intel ATOM. Due to the option to directly connect peripherals like cameras
or sensors ICs to the single board computer, the total power budget decreases further. A good example is the
machine vision camera, which offers a power reduction of factor four over an USB 2.0 camera carrying the
exact same CMOS imager chip.

5.4

Groundstation

Part of the system is the ground control application, which can be executed on commodity hardware like a
standard laptop or even on a netbook. It is a graphical user interface (GUI) written in Qt 4.5 and compiles on
Windows, Linux and Mac Os. As shown in figure 6, it includes several instruments as well as user interface
elements. The main display widget is the primary flight display (PFD) on the lower left, which is oriented
along the PFD of the Airbus A 340. The line chart on the top right allow to view live sensor data. The most
prominent user input element is the control panel on the lower right, which allows to start and stop (with
several emergency options) the MAV.

Figure 6: Groundstation
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Conclusions

This work showed the high similarities regarding power constraints and processing requirements between
visual sensor networks, cell phones and computer vision on micro air vehicles. The advances in chip design
and production will likely make energy efficient visual sensor networks feasible soon.
The MAV research field has been introduced and subsequently some of the major research challenges have
been presented. The sketched possible use cases show how real-world applications could benefit from
research progress. Finally the PIXHAWK system has been presented as an example of one of the first
visual micro air vehicle platforms. Both fields, visual sensor networks as well as computer vision on micro
air vehicle are currently emerging, however from different directions: Early work in the field of visual
sensor networks has been done on very energy efficient, but computationally slow hardware. Work in the
MAV computer vision field is however driven by high performance embedded computers. While the power
consumption of current embedded computers is still too large to be usable in a sensor network, the correct
usage of the available power management techniques will significantly expand the battery life. Further
research has to prove how far or close these platforms are already today for being used as visual sensor
nodes. While the two research areas share a lot of common properties, one of the main differences from
a computer vision point of view is the required minimum image processing rate: While a visual sensor
network can, depending on the application, tolerate a really low frame rate of e.g. less than a frame per
second, this is not applicable to micro air vehicles. Another major difference is the shutter speed. As many
sensor networks are installed statically, motion blur due to camera movement is not an issue. If the sensor
network is to capture mostly static scenes, it can significantly increase the shutter speed, allowing a much
broader range of applications.
However there is a high overlap between these research fields and both areas could significantly draw from
common research results.
While future work on visual sensor networks will have to tackle both energy efficiency as well as efficient
data transmission, future work in the field of Micro Air Vehicles will include the egomotion estimation and
obstacle detection as first steps towards full autonomy. The PIXHAWK platform will be further developed
to support these goals and will hopefully contribute by the open source license model to advances in this
research field.
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